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a b s t r a c t
Nonlinear inverse problems arising in dynamic system state/parameter estimation are generally nonconvex, and possess multiple local minima that may threaten the convergence of global optimization
routines. This problem is generally addressed by multiple starting point based algorithms. An alternative
approach is to use the recently proposed concept of safe redundancy in order to derive an algorithm that
crosses singularities by exploiting the particular nature of dynamic inverse problems. These techniques
might seem similar, at least at first. The present communication aims to provide insight into the difference
between these two approaches. This is accomplished through a simple illustrative example.
© 2009 Elsevier Ltd. All rights reserved.

1. Introduction
Inverse problems occur in the very heart of control system
design as state estimation, parameter identification, adaptive
control and diagnosis rely heavily on the ability to recover
unknown information from measurement data. A substantial
amount of literature on the subject is available when the inverse
problem involves an unknown vector that appears in an affine
way in the least squares related problem (see the recent survey
paper Pronzato (2007) and the references therein). In this context,
attention is focused on the properties of the cost function via the
Fisher information matrix (Goodwin & Payne, 1977) since these
properties monitor the behavior in the local and global sense.
When the unknown vector appears in a non-affine way, nonconvex optimization problems may be expected. This renders
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possible the existence of multiple local minima that may trap any
iterative process that intends to solve the resulting optimization
problem, including algorithms which are dedicated to global
optimization (Weise, 2008).
Once such an algorithm is trapped in a local minimum at
some obviously irrelevant value, the classical approach amounts to
restarting the algorithm at a different starting point from which the
iterations will then hopefully avoid the same singularity. Parallel
multiple initial starting points can also be used together with a
Bayesian global stopping criterion, as suggested in Bolton, Schutte,
and Groenwold (2000).
In recent papers (Alamir, 2008; Alamir, Welsh, & Goodwin,
2008), an alternative approach is suggested in which, rather than
changing the starting point, it is the cost function that is temporarily
modified in order to cross the singularity. The possibility of doing
this is intimately linked to the very nature of dynamic system
related inverse problems. Indeed, in this particular context, the
solution one is looking for is a global minimum for a family of
possible cost functions provided the later are conveniently defined.
In the present paper, the differences between these two
singularity avoidance techniques, namely multiple starting points
and useful redundancy, are highlighted and illustrated through
a simple example. It is shown that the two approaches are
different and that they can worthily be combined to enhance the
global convergence capability. More precisely, the contribution of
the present paper lies (1) in the precise formulation that makes
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it possible to enhance the redundancy that was first outlined
in Alamir (2008) even in the presence of noise, and (2) to show
through a simple illustrative example how the resulting singularity
avoidance algorithm is different from the well known multiple
starting point techniques. Mainly, our goal is to bring this new
option to the reader’s attention and to hopefully initiate new family
of algorithms that exploit this new redundancy idea. In this respect,
we hope that this paper can be viewed as a starting point for further
investigation.
The paper is organized as follows. First, a specific derivation
of the cost function that is involved in dynamic, noisy, inverse
problems is proposed (Section 2). Some concepts involving
redundancy use in dynamic system related inverse problems
are recalled (Section 3). Then two algorithms are presented:
the first is based on multiple starting points while the second
relies on redundancy based singularity avoidance (Section 4). The
performances of these two algorithms when used to solve a simple
parameter estimation problem are then compared (Section 5). The
paper concludes with some general comments and specific hints
for future investigation.

where Y := Y1T , . . . , YNTm

(1)

T

is a sequence of measurement vectors

Yi ∈ Rny acquired at instants ti , while Ŷ (p) refers to the corresponding sequence of predicted values of the measurement at instants ti given a candidate value of the unknown vector p. Finally,
N : RNm ·ny × RNm ·ny → R+ represents some distance that may
involve a priori knowledge of the measurement error characteristics. This error appears in the very definition of the measurement
vector Yi according to
Yi = Ŷi (pr ) + wi (pr )

(2)

r

where p is the true value one is looking to recover by optimization
and wi (pr ) is the measurement error at instant ti . This error may
depend on pr as this value determines the system trajectory.
Note that p may represent the initial state in a moving horizon
state estimation problem, a vector of model parameters in a
classical identification problem, or a combination of unknown
initial state and model parameters in the context of adaptive
observers.
In what follows, the measurement error is assumed to satisfy
the following property that is interpreted componentwise:

∀(k, pr ) ∈ N × P :

k
1X

k j =1
ny

wj (pr ) ≤ φ(k)

Remark 1. It goes without saying that, if the noise is normally
distributed, the inequality (3) cannot be claimed to be rigorously
satisfied, as the noise can take any real value with a strictly
non-zero probability. However, one can always choose φ such
that, for any single experiment used in the concrete computation,
inequality (3) is satisfied with a probability that can be made as
close as desired to 1.
Based on the temporal characterization (3) of the measurement
error sequence, a natural candidate for the distance N invoked in
(1) is given by
Nm
X

N (Y , Ŷ (p)) :=

d

k=1

k
1X

k i =1

!
ŵi (p|Y ), φ(k)

(4)

(3)

for some map φ : N → R+ .
Note that φ(1) may characterize a simple bound on the
measurement error while limk→∞ φ(k) may describe asymptotic
statistical behavior. However, intermediate values are also of
great interest in characterizing the good values of p as becomes

(5)
ny

and for any pair (w, w ) ∈ R × R+ the non-negative scalar
d(w, w ∗ ) is defined by Alamir et al. (2008)
∗

The aim of this section is to set a general framework for the
definition of the cost function in noisy dynamic inverse problems.
The reason for this is to establish a concrete support for the
illustrative example. It is our conjecture that a different derivation
of the cost function would not invalidate the qualitative conclusion
concerning the differences between the redundancy based and
multiple starting point strategies to singularity avoidance.
A wide class of dynamic system inverse problems amounts to
determining a vector of unknowns p ∈ P that minimizes a least
squares cost function of the form


J0 (p | Y ) := N Y , Ŷ (p)

clear in what follows. The map φ gathers our knowledge on
the measurement error behavior and can be computed in a
sensor characterization phase that involves experiments and/or
extended simulations. Appendix A.1 shows an example of such
computations.

where ŵi (p|Y ) := Yi − Ŷi (p)

2. Definition of the cost function
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ny

d(w, w ∗ ) := kmax(0, |w| − w ∗ )k2R
in which the quantity inside the norm signs is to be interpreted
componentwise, while R ∈ Rny ×ny is a given positive definite
weighting matrix. Indeed, this definition simply states that
differences between Y and Ŷ (p) that can be interpreted by the
measurement errors characterized by the map φ induce no penalty.
In what follows, the following short notation is used:
k
1X

Ψk (p|Y ) := d

k i =1

!
ŵi (p|Y ), φ(k)

(6)

leading to the following expression for the cost function:
J (p | Y ) :=

Nm
X

Ψk (p | Y ).

(7)

k=1

This function is to be minimized in the decision variable p given
the past measurement data Y . To accomplish this, one option is
to ignore the way this cost function is derived and to use classical,
well established, optimizers with a multiple starting point option,
as this may help avoiding local minima. Another option is to
keep in mind the particular nature of this cost function and
derive a corresponding dedicated iteration to solve the underlying
optimization problem. This is explained in the next section and
follows the main ideas of Alamir (2008).
3. Exploiting redundancy
The main idea is based on the following lemma:
Lemma 2. For all integer k, the following equality holds:

Ψk (pr | Y ) = 0.

(8)

Proof. By definition, one has ŵi (pr |Y ) = wi (pr ), and therefore the
temporal characterization (3) of the measurement error implies
the following inequality:
k
1X

k j =1

ŵj (pr |Y ) ≤ φ(k)

which gives (8) by definition of the weighting map d(·, ·).
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Fig. 1. Typical scheme for a 2-safely redundant optimization problem defined by
the cost function J0 . J0 (in black-solid line) admits one global minimum pr and three
local minima pa , pb , and pc . However, the singularities pa and pc can be crossed
following the (pa , J1 )-solver and the (pc , J1 )-solver paths, respectively, while the
singularity pb can be crossed following the (pb , J2 )-solver path.

Fig. 2. Algorithm utilizing multiple starting points in avoiding singularities.

Lemma 2 implies that the true value pr one is looking for is a
common 0-value global minimum of all the cost functions Ji that
can be defined by
Ji (p | Y ) :=

Nm
X

Φi (k) · Ψk (p | Y )

(9)

k=1

where {Φi : {1, . . . , Nm } → [0, 1]}i∈{1,...,N } is any family of weighting profiles. Indeed, according to (8), one clearly has Ji (pr | Y ) = 0
for all i.
To summarize, for each weighting profile Φi , one obtains a cost
function that admits pr as a global minimum with the minimum
value 0. The singularities crossing capability resulting from this
particular feature is based on the fact that while all these cost
functions share the same global minimum pr , it is more than likely
that they do not all share the same local minima. This suggests the
following definition (Alamir, 2008).
Definition 1. The original optimization problem [defined by J0 (p |
Y )] is called N-safely redundant if and only if the following
conditions hold:
(1) There exists a finite sequence of N cost functions Ji defined on
Rny sharing the same global minimum pr ∈ P.
(2) There exists a solver (or an iterative scheme) I and a finite
number of iterations r ∗ ∈ N such that the following inequality
holds (for some γ ∈ [0, 1[ and all p ∈ P):
γ

∆N (p) :=

min

i∈{0,...,N }

h

i

∗
J0 (I(r ) (p, Ji )) − γ J0 (p) ≤ 0

(10)

(r ∗ )

where I (p, Ji ) is the candidate solution one obtains after r ∗
iterations of I using the cost function Ji and starting from the
initial guess p. 
Remark 3. It is worth noting that condition (10) is extremely
difficult to check. However, this difficult verification step is
not needed in the construction of the corresponding singularity
avoidance algorithm. However, we deeply believe that this
condition holds for a wide class of concrete and real-life problems.
This is because local minima are likely to be heavily disturbed by
the use of the time varying profiles Φi in the definition of the cost
function.
In what follows, the sequence of iterates I(j) (p, Ji ) the solver I visits
when using the cost function Ji starting from the initial guess p is
called the (p, Ji )-solver path. Fig. 1 shows typical evolutions of the
cost functions in a scalar 2-safely redundant optimization problem
in the sense of Definition 1. Note that condition (10) simply states
that, regardless of the current guess p, there is always a solver path
that corresponds to a decrease in the original cost after at most r ∗
iterations.

Fig. 3. Algorithm that enables redundancy to be exploited for N-safely redundant
optimization problems.

An example of a redundant optimization problem has been
given in Alamir (2008). More precisely, the configuration depicted
in Fig. 1 has been shown to hold in the very concrete example of
state estimation of the recombinant Escherichia coli strain (Nardi,
Trezzani, Hammouri, & Dhurjati, 2006). Moreover, a redundancy
based algorithm showed promising efficiency (under experimental validation) in avoiding singularities when solving the problem
of simultaneous state and parameter estimation of a terpolymerization process (Alamir, Sheibat-Othman, & Othman, 2008).

4. The two algorithms
Based on the above discussion, the two algorithms (i.e. multiple
starting points and N-safe redundancy) are outlined in Figs. 2 and 3.
These algorithms are first described, and compared with some
related results given in order to highlight their differences.

4.1. Description of Algorithm 1 (see Fig. 2)
In this algorithm, the integer i refers to the number of starting
points used while m denotes the number of successful iterates.
Consequently p(m,i) is the m-th successful iterate starting from
the i-th starting point. After initializing m, i, and the first starting
point p(m,i) (Step 0), Algorithm 1 explores the (p(m,i) , J0 )-solver path
by performing r1∗ iterations (Step 1.2.1) and checks the result at
(Step 1.2.2): if a stationarity is detected (relative decrease in the
cost function beyond the stopping criteria), Step 1.2.3 is executed
and a new starting point is randomly generated (i is incremented
and m is reset to 0) to hopefully avoid the singularity. Otherwise,
a successful step is declared and m is incremented (Step 1.2.4).
Note that this algorithm explores only the solver paths related to
the original cost function and relies on the random generation of
multiple starting points to find a singularity free path towards a
global optimal solution.
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4.2. Description of Algorithm 2 (see Fig. 3)

5. An illustrative example

This algorithm has the same basic structure as Algorithm 1
with the exception that multiple starting points are not used. The
integer i is used to refer to the index of the current cost function
(Step 1.2.1). When a singularity is detected in Step 1.2.3, the
index of the current solver path is incremented. The new solver
path is initiated starting from the current solution p(m) , while in
Algorithm 1, the solver path that is next visited after a singularity
is encountered starts from the new randomly generated value
p(0,i+1) .

To assess the comparison between the two algorithms, let us
consider the inverse problem related to the estimation of the
parameter vector p ∈ P := [1, 12] × [1, 12] involved in the
following van der Pol oscillator dynamics:

4.3. Some related results
In this section, two main results are given in order to assess and
compare the two algorithms.
Proposition 4. Assume that the admissible set P contains L bad local
minima {pj }Lj=1 with regions of attractions Aj ⊂ P, j = 1, . . . , L.
Define J̄0 as follows:
J̄0 =

min

j∈{1,...,L}

J0 (pj ) > J0 (pr ) = 0.





(11)

Then referring to the notation of Algorithm 1 (Fig. 2) and assuming
that the random generator delivers uniformly distributed values in P,
the following inequality holds:



L
S

Aj
µ
 
j =1
(m,i)

Pr J0 (p
) ≥ J̄0 ≥ 
 µ(P)

! i






(12)

where µ(·) is the set measure w.r.t. which the uniformity of the
random generator is defined. 
Proof. Straightforward. Indeed, the r.h.s. of (12) is only the
probability that i successive random trials belong to at least one of
the bad local minima regions of attraction. In that case, according
to (11), the value of J0 at all the resulting successful iterates can
never go below J̄0 . 
The next result concerns Algorithm 2:
Proposition 5. If the original problem is N-safely redundant in the
sense of Definition 1 with γ < (1 − ε), then Algorithm 2 satisfies the
following property for any initial guess p(0) ∈ P:
J0 (p(m) ) ≤ γ m · J0 (p(0) ).

(13)

Moreover, either Algorithm 2 stops with J0 (p(m) ) = 0 or it generates
an unbounded sequence of integers m. Namely, global convergence to
a global minimum is guaranteed.
Proof. From (10) and the assumption that γ < (1−ε), if J0 (p(m) ) >
0, then Algorithm 2 leaves Step 1.2 after at most N iterations
achieving a successful step satisfying J0 (ξ (m,i) ) ≤ (γ J0 (p(m) )). After
the updating Step 1.2.4, this gives
J0 (p

(m+1)

) ≤ γ J0 (p

(m)

)

which clearly proves the result.

ẋ1 = −p1 x2
ẋ2 = (1 + p2 )x1 + (1 − x21 )x2
y = x1 + x2 + ν.
We consider an identification experiment of duration tf = 6
time units that starts from the initial state x0 = (1, 1)T . The
measurements are acquired with a sampling period τ = 0.02 time
units. The measurement noise ν is assumed to be characterized by
(3) with φ(k) = 0.05/((1 + k)0.4 ). Referring to the notation of
Section 2, the map Ŷ (p) is obviously given by

T

Ŷ (p) := Ŷ1T (p), . . . , ŶNTm (p)

Ŷi (p) := X1 (ti , x0 , p) + X2 (ti , x0 , p)
where ti = iτ are the measurement acquisition instants and
X (·, x0 , p) is the state trajectory starting from x0 when the value
of the parameter is p.
Redundancy is introduced using one extra cost function given
by (9) in which the weighting profile is given by

Φ1 (k) =

1

0

kτ

≤ 0.25
tf
otherwise.

if

Finally, the following discussion assumes that a simple gradient
based solver I is used.
Figs. 4 and 5 give different views that show the evolution of the
original cost J0 and the redundancy related cost J1 over the region
of admissible parameter values. In particular, Fig. 4 clearly shows
that there is a region S of the parameter space, such that when
referring to the local minimum basins of attraction Aj invoked in
Proposition 4, one can write

µ

L
[

!
Aj

≥ µ(S ) ≈ 0.25µ(P).

(14)

j =1

Moreover, the lower bound J̄0 in (11) is such that J̄0 > 400. Also,
when using the redundancy related cost J1 , there is a final region
L [see Fig. 5.(b)] of undistinguishable global minima. This is due to
the combined effects of: (1) the dead zone map d(·, ·) that is used in
the definition of the cost function to take into account the available
knowledge of the measurement error properties, and (2) the short
horizon (tf /4) that is used to define the cost J1 .
Based on the above remarks, the following facts are evident
when comparing the performance of Algorithms 1 and 2:
(1) If the initial guess is outside S , then the two algorithms lead
to an equivalent result since J0 is used to reach the global
minimum. No switch is required.
(2) Assuming that the initial starting point lies inside S , switches
are invoked for both algorithms (i takes values that are greater
than 0) and the following comparison is made:
i

Algorithm 1

Algorithm 2

1



Pr J0 (p(m,i) ) > 400 ≥ 0.25


Pr J0 (p(m,i) ) > 400 ≥ (0.25)2


Pr J0 (p(m,i) ) > 400 ≥ (0.25)3
..
.

Conv. to L

2
3






..
.

Conv. to {pr }
Conv. to {pr }

..
.
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Fig. 4. (a) Values of the cost functions J0 (p) and J1 (p). The region S contains starting points that lead to local minima if a simple gradient-descent like solver is used.
(b) View of the region S corresponding to a bad initial starting point for the cost function J0 .

Fig. 5. (a) Values of the cost function J1 (p). This is the same as that shown in Fig. 4(a) without the surface J0 in order to remove the scaling effect. (b) Behavior of the two
cost functions J0 and J1 in the vicinity of the global solution pr = (4, 2). Note how the cost function J1 exhibits a flat region where all values of p correspond to 0 value of J1
while the precision that may be obtained using J0 is significantly higher.

More precisely, using the classical multiple starting point based
Algorithm 1, after any number of switches i, there is always a
non-zero probability that the iterations remain in the bad set S .
However, using the redundancy based approach, convergence to
the approximating set L is guaranteed after the first switch (i = 1),
while global convergence to a precise solution ≈ pr is guaranteed
for i = 2.
6. General comments and conclusion
The example of Section 5 outlines the basic difference
between the two singularity avoidance strategies corresponding
to Algorithms 1 and 2. Algorithm 1 heavily depends on the size of
the bad attractor region (∪Lj=1 Aj using the terms of Proposition 4
or S in the example) and relies on the multiplicative probabilities
to guarantee convergence in the probabilistic sense. Algorithm
2 can globally avoid this region (in a deterministic way) that
may change according to the cost functions used, provided that
the original problem is N-safely redundant. This last property
is unfortunately difficult to check, although it intuitively sounds
highly probable. As suggested in Alamir (2008), the choice of the
redundancy related weighting profile can be made systematic by
using a common functional basis. However, the computational
performance of Algorithm 2 clearly decreases when the number of
cost functions increases. On the other hand, when the dimension of
the unknown vector p increases, it is likely that the size of the good
attraction region decreases and Algorithm 1 becomes even less
effective in the singularity avoidance problem. It is then interesting
to check whether the redundancy based Algorithm 2 offers an
alternative option.

To summarize, this paper does not claim to definitively answer
the question of the singularity avoidance problem in non-convex
optimization. However, it brings to light a novel approach that
deeply exploits the very particular nature of dynamic system
inverse problems. The complementary roles played in the example
of Section 5 by J0 (locally precise but globally risky) and J1 (globally
convex but locally flat) highlights that the point is not to choose a
good cost function but to have different cost functions, that share
the same global minimum but have no reason to share all the local
minima, and make them cooperate to reach the desired solution.
Finally, despite the fact that the present paper compares the
two algorithms as if they were mutually exclusive, it goes without
saying that one can combine them to derive a hybrid singularity
avoidance scheme. Namely, when dealing with each individual
cost function Ji in Step 1.2.1 of Algorithm 2, one may use the
multiple starting point technique to define the solver I. In this
respect, the redundancy idea can be viewed as an additional layer
to existing techniques, including those dedicated to singularity
avoidance.
Appendix
A.1. Example of the determination of φ
Consider the oscillator
ẋ1 = x2 ;

ẋ2 = px1 ;

y = x1 + (1 + ε|x2 |)ν

(A.1)

where ν is normally distributed noise with mean 0 and standard
deviation σ . Assume an experiment that starts at the initial state
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Fig. A.1. Evolution of the maximum value of the l.h.s. of inequality (3) over possible
values of p ∈ [1, 2] for 5000 random trials of the noise sequence and three different
values of the parameters ε ∈ {0, 0.1, 0.5} with the noise standard deviation σ =
0.01. The possible upper bound given by (A.2) for the case ε = 0.5 is also depicted.

x0 = (1, 0) and that aims to identify the scalar parameter p ∈
P ∈ [1, 2]. Computation of φ can be performed through extended
simulation of the different values of p in the admissible set
[1, 2]. For each of these values, a high number of simulations
are performed in order to infer an upper bound for the term
Pk
j=1 wj (p) appearing in (3) where:



wj (p) := 1 + ε|x2 (tj , x0 , p)| ν(tj )
and x2 (tj , x0 , p) is the value of x2 when the simulation starts at x0
with the parameter value p. Results are shown in Fig. A.1 where
the upper bound of the l.h.s. of (3) is plotted against k. These curves
clearly enables φ(k) to be defined as an upper bound. For instance,
considering the case ε = 0.5, the function φ(·) may be defined by:

φ(k) =

0.05

(1 + k)0.4

.

(A.2)
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